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Data Structure and Algorithms 

 
 

Question 1.  
 
1.  (50%) What is the running time of the following sorting algorithms (in terms of the 

input number of items n) with brief but reasonablely clear complexity analysis, for 
two extreme cases: (1) when the input has been sorted; (2) when the input has been 
sorted in reverse order? 

a. Insertion sort 
b. Shellsort 
c. Mergesort 
d. Quicksort 

2.  (50%) Let G be a (directed) graph and u and v be any two distinct vertices in G. 
Show whether each of the following is true or false. 

a. If G is acyclic, at least one of (u,v) or (v,u) can be added to the graph 
without creating a cycle. 

b. If it is impossible to add one of either (u,v) or (v,u) to G without creating a 
cycle (in other words, adding any one edge (u,v) or (v,u) will create a 
cycle), then G already has a cycle. 
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Operating Systems 

 
Question 2. File Systems 
  
1. (30%) NTFS (New Technology File System) for Microsoft Windows uses Unicode for 

naming files. Unicode supports 16-bit characters. Give three advantages of Unicode 
file naming over ASCII file naming. 

2.  (70%) The following figure shows the structure of the original FAT (file allocation 
table) file system used on MS-DOS. Originally this file system had only 4096 blocks, 
so a table with 4096 (12-bit) entries was enough. How much memory space (in 
bytes) is needed for FAT12? If that scheme were to be directly extended to file 
systems with 232 blocks, how much memory space (in bytes) would FAT32 occupy? 
(Hint: assume each entry in the FAT is 12bit for FAT12 and 32bit for FAT32.) 

 
 

 

 
 
 

A. Storing files as a linked list of disk blocks  
B. Linked list allocation using a file allocation 

table (FAT) in main memory 
 

 
 
 

 

Figure 6-13. Storing a file as a linked list of disk blocks.

Linked List Allocation Using a Table in Memory

Both disadvantages of the linked list allocation can be eliminated by taking the pointer
word from each disk block and putting it in a table in memory. Figure 6-14 shows what
the table looks like for the example of Fig. 6-13. In both figures, we have two files. File
A uses disk blocks 4, 7, 2, 10, and 12, in that order, and file B uses disk blocks 6, 3, 11,
and 14, in that order. Using the table of Fig. 6-14, we can start with block 4 and follow
the chain all the way to the end. The same can be done starting with block 6. Both chains
are terminated with a special marker (e.g., –1) that is not a valid block number. Such a
table in main memory is called a FAT (File Allocation Table ).
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Figure 6-14. Linked list allocation using a file allocation table in main memory.

Using this organization, the entire block is available for data. Furthermore, random
access is much easier. Although the chain must still be followed to find a given offset
within the file, the chain is entirely in memory, so it can be followed without making any
disk references. Like the previous method, it is sufficient for the directory entry to keep a
single integer (the starting block number) and still be able to locate all the blocks, no
matter how large the file is.

The primary disadvantage of this method is that the entire table must be in memory all
the time to make it work. With a 20-GB disk and a 1-KB block size, the table needs 20
million entries, one for each of the 20 million disk blocks. Each entry has to be a
minimum of 3 bytes. For speed in lookup, they should be 4 bytes. Thus the table will
take up 60 MB or 80 MB of main memory all the time, depending on whether the system
is optimized for space or time. Conceivably the table could be put in pageable memory,
but it would still occupy a great deal of virtual memory and disk space as well as
generating extra paging traffic.
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